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Chapter Three  

3. Transaction processing concepts  

 • Introduction. 

• Transaction and system concepts 

• Properties of transaction 

• Schedules and recoverability 

• Serializability of schedules  

• transaction support in SQL 

 



1. Introduction to transaction processing 

• single-user system: at most one user at a time can use 

the system.  

•multiuser system: many users can access the system 

concurrently. 

e.g. airlines reservation system, systems in banks, 

insurances, stock exchanges 

 



Transaction concept 

A Transaction:- 

 Its a unit of program execution that accesses and possibly 

updates various data items.   

 Logical unit of database processing that includes one or more 

access operations (read -retrieval, write - insert or update, delete). 

Transaction boundaries: Begin and End transaction. 

It is either completed in its entirety or not done at all.  

 

 

 



Figure 1.1 
Two sample transactions. (a) transaction T1.  

(b) transaction T2. 



Cont.… 
• A Transaction can have one of two outcomes:-   

Committed :-  if a transaction completed successfully  and the database 

reaches a new consistent state.  

Aborted :- if the transaction does not executed successfully. 

 The database must be restored to the consistent state it was, before the 

transaction started. such a transaction is called rolled back or undone.  

• For recovery purposes, the system needs to keep track of when the transaction 

starts, terminates, and commits or aborts. 

 



• Transaction states:- 

1.Active state 

2.Partially committed state 

3.Committed state 

4.Failed state 

5.Terminated state  

 



State transition diagram illustrating the states for 
transaction execution 



1.A transaction goes into an Active state immediately after it starts 

execution where it can issue read or write operations. 

2. When the transaction ends, it moves to the partially committed state 

where certain recovery protocols ensures that a system failure will not 

result in an inability to record the changes of the transaction permanently. 

(changes are recorded in transaction log) 

A. If this check is successful the transaction enters into a commit point 

and enters the committed state. if so, all its changes must be recorded 

permanently in the database. 

B. if this check fails, it goes to the failed state. 

  

 



3.Transaction can go the failed state, from the partially committed 

state if any of the checks there fails or if the transaction is aborted 

from its active state itself.  

A. The transaction may then have to be rolled back to undo the 

effect of write operations. 

 

 



 

4.The terminated state corresponds to the transaction leaving 

the system. 

5.Failed or aborted transactions may be restarted later either 

automatically or after being resubmitted by the user. 

 



Transaction ACID properties 

To preserve the integrity of data the  database system must ensure: 

1. Atomicity (―all‖ or ―nothing‖ property). 

2. Consistency. 

3. Isolation. 

4. Durability. 

 



ATOMICITY 
 

• A transaction is treated as a single, indivisible, logical unit of 

work. 

• If a transaction T1 has four SQL requests, all four requests 

must be successfully completed; otherwise, the entire 

transaction is aborted.  

 

 



CONSISTENCY 
 

• A complete & correct execution of the transaction must take the 

database from one consistent state to another.  

• Execution of a transaction in isolation preserves the consistency of 

the database. 

• If any of the transaction parts violates an integrity constraint, the 

entire transaction is aborted.  



ISOLATION 
 A transaction should not make its updates visible to other 

transactions until it is committed; 

• If a transaction T1 is being executed and is using the data item x, 

that data item cannot be accessed by any other transaction (T2 ... 

Tn) until T1 ends.  

• This property is particularly useful in multiuser database. 

 



DURABILITY 
 

• After a transaction completes successfully, the changes it has 

made to the database persist, even if there are system failures.  

• The changes applied to the database by a committed transaction 

must persist in the database. these changes must not be lost 

because of any failure. 

 

 

 





• When executing multiple transactions, the DBMS must schedule the 

concurrent execution of the transaction‘s operations.  

• The schedule of such transaction‘s operations must exhibit the 

property of Serializability. (Not an issue in single transaction.) 

• Serializability ensures that the schedule for the concurrent execution 

of the transactions yields consistent results. this property is important 

in multiuser and distributed databases, where multiple transactions 

are likely to be executed concurrently.  

 



Transaction management with SQL 

The (ANSI) has defined standards that govern SQL database 

transactions.  

• Transaction support is provided by two SQL statements: 

                    Commit statement  

              and   

                       Rollback statement 

 

 





Transaction log 

• A DBMS uses a Transaction log to keep track of all transactions that 

update the database.  

• The information stored in this log is used by the DBMS for a 

recovery requirement triggered by a rollback statement, a program‘s 

abnormal termination, or a system failure such as a network 

discrepancy or a disk crash.  

• After a server failure, for example, oracle automatically rolls back 

uncommitted transactions and rolls forward transactions that were 

committed but not yet written to the physical database.  

 





DBMS SCHEDULES AND THE TYPES OF SCHEDULES 

• As long as two transactions, T1 and T2, access unrelated data, there 

is no conflict and the order of execution is irrelevant to the final 

outcome.  

• So how is the correct order determined, and who determines 

that order?  

• The DBMS handles that tricky assignment by using a built-in 

scheduler.  

 



 
DBMS SERIALIZABILITY 

 
When multiple transactions are running concurrently then there is a 

possibility that the database may be left in an inconsistent state. 

 Serializability is a concept that helps us to check which schedules are 

serializable.  

A serializable schedule is the one that always leaves the database in 

consistent state. 

 



Serial & Non-Serial schedules 

• Serial schedule: 

• A schedule s is serial if, for every transaction t participating in the schedule, 

all the operations of t are executed consecutively in the schedule.  

• That is operations of each transaction are executed consecutively, without 

any interleaved operations from the other transaction. 

• In a serial transaction, entire transactions are performed in serial order. E.g: 

if we have two transactions T1 & T2, serial order would be T1 followed by 

T2, or T2 followed by T1. 

 

 

 



 Let T1 transfer $50 from A to B, and T2 transfer 10% of the 
balance from A to B.   

 A serial schedule in which T1 is followed by T2  and vice versa: 

 

SCHEDULE 1: 
   



Non-serial schedule:  

• The schedule that is not serial is called non-serial 

schedule.  

• Here each sequence interleaves operations from the two 

transactions. 

 

 



 Let T1 and T2 be the transactions defined previously.  The 
following schedule is not a serial schedule, but it is 
equivalent to Schedule 1. 

 

SCHEDULE 2: 

 

 

   



 
The objectives of Serializability: 

• To determine which of the non serial schedules always give a 

correct result and which may give erroneous result. 

• To prevent inconsistency from transactions interfering with one 

other, it is essential to guarantee Serializability of concurrent 

transactions.  

 



Conflict Serializability 









View serializable 

A Schedule is called view serializable if it is view equal to a serial 

schedule (no overlapping transactions). A conflict schedule is a view 

serializable but if the Serializability contains blind writes, then the 

view serializable does not conflict serializable. 



 
Recoverable Schedule 

 Schedules in which transactions commit only after all 

transactions whose changes they read commit are called 

recoverable schedules.  

 In other words, if some transaction Tj is reading value 

updated or written by some other transaction Ti, then the 

commit of Tj must occur after the commit of Ti. 



This is a recoverable schedule since T1 commits before 

T2, that makes the value read by T2 correct. 



Cascading Schedule:- Also called Avoids 

cascading aborts/rollbacks (ACA). 

When there is a failure in one transaction 

and this leads to the rolling back or aborting 

other dependent transactions, then such 

scheduling is referred to as Cascading rollback 

or cascading abort.  

Example: 

There can be three types of recoverable schedule:- 



• Schedules in which transactions read values only after all transactions whose 

changes they are going to read commit are called cascade less schedules.  

• Avoids that a single transaction abort leads to a series of transaction rollbacks.  

• A strategy to prevent cascading aborts is to disallow a transaction from reading 

uncommitted changes from another transaction in the same schedule.  

• In other words, if some transaction Tj wants to read value updated or written by 

some other transaction Ti, then the commit of Tj must read it after the commit of 

Ti. 

 

Cascadeless Schedule  



Example: Consider the following schedule involving two transactions T1 and T2. 

This schedule is Cascadeless. Since the updated value of A 

is read by T2 only after the updating transaction 

 i.e. T1 commits. 



Example: Consider the following schedule involving two transactions T1 and T2. 

It is a recoverable schedule but it does not avoid 

cascading aborts. It can be seen that if T1 aborts, T2 

will have to be aborted too in order to maintain the 

correctness of the schedule as T2 has already read the 

uncommitted value written by T1. 



Strict Schedule: 

A schedule is strict if for any two transactions Ti, Tj, if a write operation 

of Ti precedes a conflicting operation of Tj (either read or write), then 

the commit or abort event of Ti also precedes that conflicting operation 

of Tj. 

In other words, Tj can read or write updated or written value of Ti only 

after Ti commits/aborts. 



Example: Consider the following schedule involving two transactions T1 and T2. 

This is a strict schedule since T2 reads and writes A 

which is written by T1 only after the commit of T1. 



• Non-Recoverable Schedule: 

Example: Consider the following schedule involving two transactions 

T1 and T2. 

T2 read the value of A written by T1, and committed. T1 later 

aborted, therefore the value read by T2 is wrong, but since T2 

committed, this schedule is non-recoverable. 



Note 

• Cascadeless schedules are stricter than recoverable schedules or are a 

subset of recoverable schedules. 

• Strict schedules are stricter than Cascadeless schedules or are a subset 

of Cascadeless schedules. 

• Serial schedules satisfy constraints of all recoverable, Cascadeless and 

strict schedules and hence is a subset of strict schedules. 

 

It can be seen that:- 



The relation between various types of schedules can be depicted as: 



Example: Consider the following schedule: 

Which of the following is true? 

(A) The schedule is view serializable schedule and strict recoverable schedule 

(B) The schedule is non-serializable schedule and strict recoverable schedule 

(C) The schedule is non-serializable schedule and is not strict recoverable schedule. 

(D) The Schedule is serializable schedule and is not strict recoverable schedule 



Solution: The schedule can be re-written as:- 

First of all, it is a view serializable schedule as it has view equal serial 

schedule T1T2T3 which satisfies the initial and updated reads and 

final write on variable A which is required for view Serializability. 

Now we can see there is write – write pair done by transactions T1 

followed by T3 which is violating the above-mentioned condition of 

strict schedules as T3 is supposed to do write operation only after T1 

commits which is violated in the given schedule. Hence the given 

schedule is serializable but not strict recoverable. 

So, option (D) is correct. 



                                         END! 
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Chapter Four 

 

4. Concurrency control techniques 



OUTLINE  

• Locking techniques for concurrency control.  

• Concurrency control based on timestamp ordering.  

• Multi-version concurrency control techniques.  

• Validation (Optimistic) concurrency control technique.  

• Granularity of data items and multiple granularity locking.  

• Using locks for concurrency control in indexes. 

 

 



DATABASE CONCURRENCY CONTROL 

Concurrency Control :  A process of managing simultaneous operation in a  database with 

out having them interfere with one another.   

Need of concurrency 

 Enables many users to access shared data concurrently. 

  Similar objective with multi-user computer system  

 Improve throughput- (the amount of work accomplished in a given time interval) 

 To enforce Isolation (through mutual exclusion) among conflicting transactions.  

 To preserve database consistency through consistency preserving execution of 
transactions. 

Concurrency Control Schemes – mechanisms  to achieve isolation. 

  that is, to control the interaction among the concurrent transactions in order to prevent 
them from destroying the consistency of the database 

 



Potential Problems Caused By Concurrency   

 The lost update problem  

 Occurs when a transaction successfully completed by one user can be overridden by 

another user. 

 Uncommitted dependency problem (Temporary Update or Dirty Read Problem) 

 Occurs when one transaction is allowed to see the intermediate result of another 

transaction which is not committed. 

 Inconsistent analysis problem (Incorrect Summary Problem) 

 Occurs when a transaction read several values from the database but a second 

transaction updates some of the them during the execution of the first.     

 



Lost Update problem - Example 

 Assume that you have a product whose current quantity value is 35.  

 Also assume that two concurrent transactions, T1 and T2, occur that update 

the quantity value for some item in the database.  

 The transactions are as below: 

 Transaction  Computation 

T1: Buy 100 units quantity =quantity +100 

T2 : Sell 30 units quantiity=qunatitiy-30 



 Following table shows the serial execution of those transactions under 

normal circumstances, yielding the correct answer quantity = 105. 

 Time Transaction Step Stored Value 

1 T1 Read quantity 35 

2 T1 quantity =35 +100 

3 T1 Write quantity 135 

4 T2 Read quantity 135 

5 T2 quantity =135-30 

6 T2 Write quantity 105 



 If a transaction is able to read a product‘s quantity value from 

the table before a previous transaction (using the same product) 

has been committed.  

The sequence depicted below shows how the lost update 

problem can arise.  
Time Transaction Step Stored Value 

1 T1 Read quantity 35 

2 T2 Read quantity  35 

3 T1 quantity =35 +100  

4 T2 quantity =35-30 

5 T1 Write quantity  135 

6 T2 Write quantity 5  (Lost update) 



Uncommitted Data - Example 

 Assume that you have a product whose current quantity value is 35.  

 Also assume that two concurrent transactions, T1 and T2, occur that update 

the quantity value for some item in the database.  

T1 is forced to roll back due to an error. T1 transaction is rolled back to 

eliminate the addition of the 100 units. Because T2 subtracts 30 from the 

original 35 units, the correct answer should be 5. 

 The transactions are as below:- 

 

Transaction  Computation 

T1: Buy 100 units quantity =quantity +100 

T2 : Sell 30 units quantiity=qunatitiy-30 



 Following table shows the serial execution of those transactions under normal 

circumstances, yielding the correct answer quantity = 5. 

 Time Transaction Step Stored Value 

1 T1 Read quantity 35 

2 T1 quantity =35 +100 

3 T1 Write quantity 135 

4 T1 Rollback 135 

5 T2 Read quantity 35 

6 T2 quantity =35-30 

7 T2 Write quantity 5 



 Following  table shows how the uncommitted data problem can arise 

when the ROLLBACK is completed after T2 has begun its execution. 

Time Transaction Step Stored Value 

1 T1 Read quantity 35 

2 T1 quantity =35 +100 

3 T1 Write quantity 135 

4 T2 Read quantity 

(Reading 

uncommitted data) 

135 

5 T2 quantity =135-30 

6 T1 ROLLBACK 35 

7 T2 Write quantity 105 



Example : Inconsistence Analysis  Problem  

 If one transaction is calculating an aggregate 

summary function on a number of records while 

other transactions are updating some of those 

records ,the aggregate function may calculate 

some values before they are updated and others 

after they are updated. 

 

T1 T2 

 

 

 

 

Read(X) 

XX-N 

Write(X) 

 

 

 

 

Read(Y) 

YY+N 

Write(Y) 

Sum  0 

Read(A) 

sumsum+A 

……….. 

…………. 

 

 

Read(X) 

sumsum+X 

Read(Y) 

sumsum+Y 

 

 

How do we avoid Inconsistence analysis  problem?  

Preventing  T2 from reading values until after T1 has completed its update  



Objective Of a Concurrency Control Protocol 

 To schedule transactions in such a way as to avoid any interference between 

them and hence prevent the type of problems caused by concurrency.   

 One obvious solution is to allow only one transaction to execute at a time: 

One transaction is committed before the next transaction is allowed to 

begin. 

However, the aim of a multi-user DBMS is to maximize the degree of 

concurrency. 



Concurrency Control Techniques 

 

 Most of these techniques ensure Serializability of schedules using protocols that 

guarantee Serializability. 

 The two main concurrency control techniques:  

 Locking  

 Timestamping 

 

 

 

 

 

 



1. Locking  

A procedure to control concurrent access to data.  

When one transaction is accessing the database, the lock may deny access to 

other transactions . 

A lock is a control placed in the database to reserve data so that only one 

database user may update it.  

When data is locked, no other database session can update the data until the 

lock is released.  

Any other session that attempts to update locked data will be placed in a lock 

wait state. 

 



Concurrency Control with Locking Methods 

 A transaction acquires a lock prior to data access; 

 The lock is released (unlocked) when the transaction is completed so that 

another transaction can lock the data item for its exclusive use.  

 The use of locks based on the assumption that conflict between transactions is 

likely to occur is often referred to as pessimistic locking. 

 Most multiuser DBMSs automatically initiate and enforce locking procedures. 

All lock information is managed by a lock manager, which is responsible for 

assigning and policing the locks used by the transactions 

 Lock Granularity: indicates the level of lock use. Locking can take place at 

the following levels: database, table, page, row, or even field (attribute). 

 



Database Lock 

 In a database-level lock, the entire database 

is locked, thus preventing the use of any 

tables in the database by transaction T2 

while transaction Tl is being executed.  

 This level of locking is unsuitable for 

multiuser DBMSs.  

 Data access will be very s-l-o-w.  

Transactions T1 and T2 cannot access the same database concurrently even 

when they use different tables. 
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Table Level 
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Table Level 

 In a table-level lock, the entire table is locked, preventing access to any row by transaction T2 

while transaction T1 is using the table.  

 If a transaction requires access to several tables, each table may be locked.  

 However, two transactions can access the same database as long as they access different 

tables. 

 Table-level locks are less restrictive than database-level locks. 

 When different transactions require access to different parts of the same table & when the 

transactions would not interfere with each other this lock is not suitable for multiuser DBMSs.  
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Page Level 
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Page level 

 In a page-level lock, the DBMS will lock an entire disk page. 

 A disk page, or page, is the equivalent of a disk block, is a directly addressable section of a 

disk.  

 A table can span several pages, and a page can contain several rows of one or more tables.  

 Page-level locks are currently the most frequently used multiuser DBMS locking method.  

 In Figure,T1 &T2 access the same table while locking different disk pages. If T2 requires the 

use of a row located on a page that is locked by T1, T2 must wait until the page is unlocked by 

T1. 
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Row level 
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Row level 

 A row-level lock is much less restrictive. 

  The DBMS allows concurrent transactions to access different rows of the same 

table even when the rows are located on the same page.  

 Although the row-level locking approach improves the availability of data, its 

management requires high overhead because a lock exists for each row in a table 

of the database involved in a conflicting transaction.  

 Modern DBMSs automatically changes a lock from a row-level to a page-level 

lock when the application session requests multiple locks on the same page.  
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Field level lock 

 The field-level lock allows concurrent transactions to access the 

same row as long as they require the use of different fields 

(attributes) within that row.  

 Although field-level locking clearly yields the most flexible 

multiuser data access, it is rarely implemented in a DBMS because 

it requires an extremely high level of computer overhead. 
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Lock Types 

Regardless of the level of locking, the DBMS may use 

different lock types:  

Binary  

Shared/exclusive. 
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Lock 

A lock is that important tool that is used in concurrency control which 

guarantees that the data item is being used by only one transaction at a time. 

That is if in any transaction T1 a lock is applied on one item ‗A‘ then ‗A‘ 

cannot be used by any other transaction until it is free from T1. 

A binary lock has only two states: 

locked (1) or unlocked (0).  

Every transaction requires a lock and 

unlock operation for each data item 

that is accessed.  
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Binary Lock 

 Binary locks are now considered too restrictive to yield optimal 

concurrency conditions. 

Example:-  

The DBMS will not allow two transactions to read the same 

database object even though neither transaction updates the 

database, and therefore, no concurrency problems can occur.  
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Using the shared/exclusive locking concept, a lock can have three states:- 

 Unlocked,  

 Shared (read), and  

 Exclusive (write). 
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Shared/Exclusive Locks 

 Shared locks allow several Read transactions to read the same data item 

concurrently. Example:- if T1 has a shared lock on X and T2 wants to X, T2 also 

obtains a shared lock on X.  

 If T2 updates X, an exclusive lock is required by T2 over X.  

 The exclusive lock is granted if and only if no other locks are held on the data 

item. If a shared or exclusive lock is already held on  X by T1, an exclusive 

lock cannot be granted to T2 and T2 must wait to begin until T1 commits.  

 This condition is known as the mutual exclusive rule: only one transaction at 

a time can own an exclusive lock on the same object.  
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Two-Phase Locking to Ensure 

Serializability 

 Two-phase locking defines how transactions acquire and relinquish locks. Two-

phase locking guarantees Serializability, but it does not prevent deadlocks. 

The two phases are: 

1. A growing phase 

Locks are obtained but NOT released. 

2. A shrinking phase 

Locks are released but NO NEW locks are acquired. 
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Two Phase Locking 

 The two-phase locking protocol is governed by the following rules: 

1. Two transactions cannot have conflicting locks. 

2. No unlock operation can precede a lock operation in the same transaction. 

3. No data are affected until all locks are obtained—that is, until the transaction 

is in its locked point. 

 

 



©Silberschatz, Korth and Sudarshan 15.81 Database System Concepts - 5th Edition, Sep 12, 2006. 

Two phase locking 
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Two Phase Locking 

 In this figure, the transaction acquires all of the locks it needs until it reaches its 

locked point.  

 When the locked point is reached, the data are modified to conform to the 

transaction‘s requirements.  

 Finally, the transaction is completed as it releases all of the locks it acquired in 

the first phase.  

 Two-phase locking increases the transaction processing cost and might cause 

additional undesirable effects. One undesirable effect is the possibility of 

creating deadlocks 
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Deadlock 

 A deadlock occurs when two transactions wait indefinitely for each other to unlock 

data.  

Example:- 

 The two transactions T1 & T2 are deadlocked when T1 is on the waiting queue for 

X, which is locked by T2, while T2 is on the waiting queue for Y which is locked by 

T1. Meanwhile neither T1 nor T2 nor any other transaction can access items X & Y. 

 Deadlocks are possible only when one of the transactions wants to obtain an 

exclusive lock on a data item; no deadlock condition can exist among shared locks. 
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(A deadlock occurs when two transactions wait 

indefinitely for each other to unlock data. ) 



Example of deadlock 

A real-world example would be traffic, which is going only in one direction. 

• Here, a bridge is considered a resource. 

• So, when deadlock happens, it can be easily resolved if one car backs up 

(preempt resources and rollback). 

• several cars may have to be backed up if a deadlock situation occurs.so 

starvation is possible. 



DEADLOCKS 
NECESSARY CONDITIONS 

ALL of these four must happen simultaneously for a deadlock to occur: 

 

DEADLOCK 

CHARACTERISATION 

Mutual exclusion 

 Resource in the system that can be used by only one process at a time  

 One or more than one resource must be held by a process in a non-sharable (exclusive) mode. 

Hold and Wait 

 A process holds a resource while waiting for another resource. 

No Preemption 

 There is only voluntary release of a resource - nobody else can make a process give up a resource. 

Circular Wait 

 Process A waits for Process B waits for Process C .... waits for Process A. 



Deadlock Avoidance :- 

 Deadlock can be avoided if resources are allocated in such a way that 

it avoids the deadlock occurrence.  

 There are two algorithms for deadlock avoidance. 

Wait/Die. 

Wound/Wait. 



Deadlock Detection :- 

 

 

When a transaction waits indefinitely to obtain a lock, The database management 

system should detect whether the transaction is involved in a deadlock or not. 



• Thus, if there is a deadlock it is known to the resource scheduler. This is how a 

deadlock is detected. 

• Once a deadlock is detected it is being corrected by following methods:- 

Terminating processes involved in deadlock :  

Resource Preemption 

 



A. Terminating processes involved in deadlock :  

• Terminating all the processes involved in deadlock or terminating process one by 

one until deadlock is resolved can be the solutions but both of these approaches 

are not good.  

• Terminating all processes cost high and partial work done by processes gets lost. 

Terminating one by one takes lot of time because each time a process is 

terminated, it needs to check whether the deadlock is resolved or not. Thus, the 

best approach is considering process age and priority while terminating them 

during a deadlock condition. 

 

 

 



B. Resource Preemption : Another approach can be the preemption of 

resources and allocation of them to the other processes until the 

deadlock is resolved. 

 



Deadlock Prevention : 

o Deadlock prevention method is suitable for a large database.  

o If the resources are allocated in such a way that deadlock never occurs, then 

the deadlock can be prevented. 
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Handling Deadlocks………contd. 

 The choice of the best deadlock control method to use depends on the database 

environment.  

 If the probability of deadlocks is low  deadlock detection, If the probability of 

deadlocks is high deadlock prevention.  

 If response time is not high on the system‘s priority list  deadlock avoidance . 

 All current DBMSs support deadlock detection in transactional databases, while 

some DBMSs use a blend of prevention and avoidance techniques for other 

types of data, such as data warehouses or XML data. 
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Concurrency Control Techniques 

 Timestamping 

A timestamp is a unique identifier for each transaction, generated by the 

system. 

 Indicates the relative starting time of a transaction.     

 Time stamps must have two properties: uniqueness and monotonicity. 

Uniqueness ensures that no equal time stamp values can exist, and 

monotonicity ensures that time stamp values always increase.  

 Transactions with smaller timestamps get priority in the event of conflict.  
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Timestamping 

 Two schemes used to decide which transaction is rolled back and which continues 

executing 

 Wait/Die.  

 Wound/Wait Schemes. 

 (Older the transaction lower the time stamp value and higher the timestamp the newer 

the transaction.) 
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Contd… 
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Time Stamping….cont.. 

 Using the wait/die scheme: 

 If the transaction requesting the lock is the older of the two transactions, it 

will wait until the other transaction is completed and the locks are released. 

 If the transaction requesting the lock is the younger of the two transactions, it 

will die (roll back) and is rescheduled using the same time stamp. 

 In short, in the wait/die scheme, the older transaction waits for the younger 

to complete and release its locks. 
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Time Stamping….cont.. 
 Using the wound/wait scheme: 

 If the transaction requesting the lock is the older of the two transactions, it will 

pre-empt (wound) the younger transaction (by rolling it back). T1 preempts T2 

when T1 rolls back T2. The younger, preempted transaction is rescheduled 

using the same time stamp. 

 If the transaction requesting the lock is the younger of the two transactions, it 

will wait until the other transaction is completed and the locks are released. 

 In short, in the wound/wait scheme, the older transaction rolls back the 

younger transaction and reschedules it.  
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Time Stamping 

 In both schemes, one of the transactions waits for the other transaction to finish 

and release the locks.  

 Some scenario‘s can cause transactions to wait indefinitely, causing a deadlock.  

 To prevent that type of deadlock, each lock request has an associated time-

out value.  

 If the lock is not granted before the time-out expires, the transaction is rolled 

back. 
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Concurrency control with Optimistic 

(Vaildation)Methods 

 The optimistic approach is based on the assumption that the majority of the 

database operations do not conflict. 

  The optimistic approach requires neither locking nor time stamping techniques. 

Instead, a transaction is executed without restrictions until it is committed. 

 Using an optimistic approach, each transaction moves through two or three 

phases, referred to as read, validation, and write. 
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Optimistic (Vaildation)Methods 

 During the read phase, the transaction reads the committed data items from the database, 

executes the needed computations, and makes the updates to a private copy of the database 

values. All update operations of the transaction are recorded in a temporary update 

file(transaction workspace), which is not accessed by the remaining transactions. 

 During the validation phase, the transaction is validated to ensure that the changes made will 

not affect the integrity and consistency of the database. (to ensure that Serializability will not 

be violated)If the validation test is positive, the transaction goes to the write phase. If the 

validation test is negative, the transaction is restarted and the changes are discarded. 

 During the write phase, the changes are permanently applied to the database.  
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Optimistic (Vaildation)Methods 

 The optimistic approach is acceptable for most read or query database systems 

that require few update transactions.  

 Transaction execution proceeds with a minimum of overhead until the validation 

phase is reached.  If there is little interference among transactions most will be 

validated successfully.  

 The technique is called optimistic because they assume that little interference will 

occurs and hence that there is no need to do checking during transaction 

execution. 

 



THE END ! 



Chapter Five  

5 Database Recovery Techniques 

• Recovery concepts  

• Recovery concepts based on deferred update  

• Recovery concepts based on immediate update  

• Shadow paging.  

• The ARIES recovery algorithm  

• Recovery in multi-database systems 

 



1   Purpose of Database Recovery 

 To bring the database into the last consistent state, which existed prior to the 

failure. 

 To preserve transaction properties (Atomicity, Consistency, Isolation and 

Durability). 

 Example: 

 If the system crashes before a fund transfer transaction completes its execution, 

then either one or both accounts may have incorrect value.  Thus, the database 

must be restored to the state before the transaction modified any of the accounts.   





Data Update  

Immediate Update:  As soon as a data item is modified in cache, the disk copy is 

updated. 

Deferred Update:  All modified data items in the cache is written either after a 

transaction ends its execution or after a fixed number of transactions have 

completed their execution. 

Shadow update:  The modified version of a data item does not overwrite its disk 

copy but is written at a separate disk location. 

In-place update: The disk version of the data item is overwritten by the cache 

version. 



The three states of database recovery are:-  
 



Log-based recovery. 

• Log-based recovery provides the facility to maintain or recover data if any 

failure may occur in the system.  



Two approaches are used in log based recovery:- 

Deferred database modification 

 It modifies the database after completion of transaction. 

 The database modification is deferred or delayed until the last operation of the 

transaction is executed. 

  Immediate database modification 

 It modifies the database after a write operation, database modification is 

immediately done when a transaction performs an update/ write operation. 

 Update log records maintain both old and new values of data items. 



• Its mechanism of compressing the transaction log file by transferring the 

old transactions to permanent storage. 

• It marks the position till the consistency of the transactions is maintained. 

•During the execution of the transactions, the log is generated till the 

checkpoint gets transferred to the permanent storage. 

•The procedure of system recovery includes reading of log file in the reverse 

order and maintaining redo and undo lists. 

DBMS checkpoint  



Durability ensures that changes made to the 

database (transactions) that are successfully 

committed will survive permanently, even in the 

case of system failures. 













 ARIES stands for ―Algorithm for Recovery and Isolation Exploiting 

Semantics.‖  

 It was designed to support the needs of industrial strength transaction 

processing systems.  

 ARIES uses logs to record the progress of transactions and their actions 

which cause changes to recoverable data objects. 

ARIES Recovery Algorithm 





The Log and Log Sequence Number (LSN) 

 A log record is written for (a) data update, (b) transaction commit, (c) 

transaction abort, (d) undo, and (e) transaction end.   

 In the case of undo a compensating log record is written. 

 A unique LSN is associated with every log record.   

 LSN increases monotonically and indicates the disk address of the log record it 

is associated with.   

 A log record stores (a) the previous LSN of that transaction, (b) the transaction 

ID, and (c) the type of log record.  



END   



Chapter Six 

6. Distributed Database System 

 • Distributed database concepts  

• Data fragmentation, replication, and allocation techniques for distributed 

database design   

• Types of distributed database systems   

• Query processing in distributed databases   

• An over view of client- server architecture and its relationship to distributed 

database 

 



Distributed Database (DDB)Concepts 

What is DDB? 

We can define a distributed database (DDB) as a collection of multiple logically 

interrelated databases distributed over a computer network. 

 A single logical database that is spread physically across computers in multiple 

locations that are connected by a data communications link. 

What is DDBMS? 

 A distributed database management system (DDBMS) as a software system that 

manages a distributed database while making the distribution transparent to the user. 

 



Cont.… 

Distributed database is a collection of connected sites: 

Each site is a DB in its own right  

Has its own DBMS and its own users  

Operations can be performed locally as if the DB was not distributed 

The sites collaborate (transparently from the user‘s point of view) 

The union of all DBs = the DB of the whole organisation (institution)  

 



Schema 

A structure that contains descriptions of the database objects. (Tables, 

views, constraints…..) 

Local schema describes database object on its own site only. 

Global schema describes database objects on all network nodes. 

 







Characteristics of distributed databases 

1. Local Autonomy: local data is locally owned and managed 

i. Local data belongs to the local server even if it is accessible 

from other servers 

ii. Security and integrity are in the responsibility of the local 

server 

 



2. Transparency: users should not have to know where data is 

physically stored. 

 



Centralized database Management System, required that corporate data be stored in a single 

central. 

 All processing is done on single CPU or host computer (mainframe, midrange, or PC). 

 All data are stored on host computer‘s local disk. 

 Processing cannot be done on end user‘s side of the system. 

 Typical of most mainframe and midrange computer DBMSs. 

 DBMS is located on the host computer, which is accessed by dumb terminals connected to it. 

  



Types of DDBS 

 
A.  Homogeneous DDBMSs  

 Integrate only one type of centralized DBMS over a network. 

 Data is distributed across all the nodes. 

 Same DBMS at each node. 

 All data is managed by the distributed DBMS (no exclusively local data.) 

 All access is through one, global schema. 

 The global schema is the union of all the local schema. 

 



B. Heterogeneous DDBMSs 

 Integrate different types of centralized DBMSs over a network.  

 Data distributed across all the nodes. 

 Local access is done using the local DBMS and schema. 

 Remote access is done using the global schema. 

 Fully heterogeneous DDBMS: Support different DBMSs that may even 

support different data models (relational, hierarchical, or network) running 

under different computer systems, such as mainframes and microcomputers 

 



DDBMS Functions 
DDBMS must perform all the functions of a centralized DBMS, and must handle all 

necessary functions imposed by the distribution of data and processing. 

Must perform these additional functions transparently to the end user 

 Provide the user interface needed for location transparency. 

 Locate the data - directs queries to proper site(s). 

 Process queries - local, remote, compound (global). 

 Provide network - wide concurrency control and recovery procedures. 

 Provide data translation in heterogeneous systems . 

 



Advantages of Distributed Databases  

Organizations resort to distributed database management for various reasons. 

Some important advantages are listed below.  

1. Improved ease and flexibility of application development.  

 Developing and maintaining applications at geographically distributed sites of an 

organization is facilitated due to transparency of data distribution and control. 



2. Increased reliability and availability 

When the data and DDBMS software are distributed over several sites, one site 

may fail while other sites continue to operate. Only the data and software that 

exist at the failed site cannot be accessed. This improves both reliability and 

availability. 

 Further improvement is achieved by wisely replicating data and software at more 

than one site. In a centralized system, failure at a single site makes the whole 

system unavailable to all users. 



Cont…  
3. Improved performance 

A distributed DBMS fragments the database by keeping the data closer to where 

it is needed most. 

Data localization reduces the contention for CPU and I/O services and 

simultaneously reduces access delays involved in wide area networks. 



Cont…  

4. Easier expansion 

In a distributed environment, expansion of the system in terms of adding more 

data, increasing database sizes, or adding more processors is much easier.  

 



Distributed Database Architectures  

 Objective 

  Briefly point out the distinction between parallel and distributed database 

architectures. 

Discussions on the architecture of three-tier client-server and federated database 

systems.  

There are two main types of multiprocessor system architectures that are 

commonplace:  

■ Shared memory (tightly coupled) architecture. Multiple processors share 

secondary (disk) storage and also share primary memory.  

■ Shared disk (loosely coupled) architecture. Multiple processors share 

secondary (disk) storage but each has their own primary memory.  

 

 

 



An Overview of Three-Tier Client-Server 

Architecture  

 In the three-tier client-server architecture, the following three layers exist:  

 





1. Presentation layer (client): - This provides the user interface and interacts with the 

user. 

 The programs at this layer present Web interfaces or forms to the client in order to 

interface with the application.  

 Web browsers are often utilized, and the languages and specifications used include 

HTML, XHTML, CSS, Flash, Math ML, Scalable Vector Graphics (SVG), Java, 

JavaScript, Adobe Flex, and others. 

 This layer handles user input, output, and navigation by accepting user commands and 

displaying the needed information, usually in the form of static or dynamic Web pages. 

 



Cont…  
When a Web interface is used, this layer typically communicates with the application 

layer via the HTTP protocol.  

2. Application layer (business logic):- This layer programs the application logic. 

 For example, queries can be formulated based on user input from the client, or query 

results can be formatted and sent to the client for presentation. 

 Additional application functionality can be handled at this layer such as security checks, 

identity verification, and other functions. 

 The application layer can interact with one or more databases or data sources as needed 

by connecting to the database using ODBC, JDBC, SQL/CLI, or other database access 

techniques.  

 



Cont…  
3. Database server:- This layer handles query and update requests from the application 

layer, processes the requests, and sends the results. 

Usually SQL is used to access the database if it is relational or object-relational and 

stored database procedures may also be invoked. 

Query results (and queries) may be formatted into XML when transmitted between the 

application server and the database server.  

Note: In this architecture, the application server may also refer to a data dictionary that 

includes information on the distribution of data among the various SQL servers, as well 

as modules for decomposing a global query into a number of local queries that can be 

executed at the various sites. 



Data Fragmentation, Replication, and Allocation 

Techniques for Distributed  

Database Design  

 Data Fragmentation  

Fragmentation is the task of dividing a table into a set of smaller tables.  

The subsets of the table are called fragments. We have three techniques of 

fragmentation:- 

o Horizontal fragmentation 

o Vertical fragmentation  

o Mixed (Hybrid) fragmentation  



1. Horizontal Fragmentation 

 Horizontal fragmentation distributes the rows(tuples) of a table. 

 Horizontal fragmentation divides a relation horizontally by grouping rows to 

create subsets of tuples, where each subset has a certain logical meaning. These 

fragments can then be assigned to different sites in the distributed system.  

 For example, we may define three horizontal fragments on the EMPLOYEE 

relation in with the following conditions: (Dno = 5), (Dno = 4), and (Dno = 1) 

each fragment contains the EMPLOYEE tuples working for a particular 

department. 



2. Vertical Fragmentation 

Vertical fragmentation distributes the columns of a table. 

 Each site may not need all the attributes of a relation, which would indicate the need for a 

different type of fragmentation. 

A vertical fragment of a relation keeps only certain attributes of the relation. 

For example, we may want to fragment the EMPLOYEE relation into two vertical fragments.  

 The first fragment includes personal information Name, B date, Address, and Sex and the 

second includes work related information Ssn, Salary, Super_ssn, and Dno.  

 



Cont… 

3. Mixed (Hybrid) Fragmentation.  

We can intermix the two types of fragmentation, yielding a mixed 

fragmentation. 

For example, we may combine the horizontal and vertical fragmentations of the 

EMPLOYEE relation given earlier into a mixed fragmentation that includes six 

fragments.  

In this case, the original relation can be reconstructed by applying UNION and 

OUTER UNION (or OUTER JOIN) operations in the appropriate order. 



Data Replication and Allocation  

Replication is useful in improving the availability of data.  

We have different techniques of replication. These are:-  

a. Replication of  the whole database  

 Thus creating a fully replicated distributed database. 

 This can improve availability remarkably because the system can continue to operate 

as long as at least one site is up. 

 It also improves performance of retrieval for global queries because the results of such 

queries can be obtained locally from any one site; hence, a retrieval query can be 

processed at the local site where it is submitted, if that site includes a server module. 



b. No replication 

That is, each fragment is stored at exactly one site. 

 In this case, all fragments must be disjoint, except for the repetition of primary keys 

among vertical (or mixed) fragments. This is also called non redundant allocation.  

c. Partial replication  

Some fragments of the database may be replicated whereas others may not. 

The number of copies of each fragment can range from one up to the total number of 

sites in the distributed system 

A description of the replication of fragments is sometimes called a replication schema.  



Query Processing and Optimization in Distributed 

Databases  

 Distributed Query Processing  

 A distributed database query is processed in stages as follows:  

A. Query Mapping.  

 The input query on distributed data is specified formally using a query language. 

 It is then translated into an algebraic query on global relations.  

 This translation is done by referring to the global conceptual schema and does not take 

into account the actual distribution and replication of data. 

  Hence, this translation is largely identical to the one performed in a centralized 

DBMS. It is first normalized, analyzed for semantic errors, simplified, and finally 

restructured into an algebraic query.  
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B. Localization.  

 In a distributed database, fragmentation results in relations being stored in separate sites, with 

some fragments possibly being replicated. 

  This stage maps the distributed query on the global schema to separate queries on individual 

fragments using data distribution and replication information.  

C. Global Query Optimization.  

 Optimization consists of selecting a strategy from a list of candidates that is closest to optimal.  

 A list of candidate queries can be obtained by permuting the ordering of operations within a 

fragment query generated by the previous stage. 

 Time is the preferred unit for measuring cost. 
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The total cost is a weighted combination of costs such as CPU cost, I/O costs, and 

communication costs.  

Since DDBs are connected by a net- work, often the communication costs over 

the network are the most significant. This is especially true when the sites are 

connected through a wide area network (WAN).  

D. Local Query Optimization. This stage is common to all sites in the DDB. The 

techniques are similar to those used in centralized systems.  

Note:  The first three stages discussed above are performed at a central control site, 

while the last stage is performed locally.  

 

 

 



I wish you success in the future. 


